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Background
Multi-task Training

One DNN model, multiple tasks.

DNN Model

Multi-task learning is ...

The professor talked us.

多任务学习...

Translation

Grammar Acceptability
unacceptable

Grammar Acceptability

A virus found in healthy
Australian honey bees may be
playing a role in the collapse...

Summarization

Colony collapse disorder
has killed millions of

bees.

Summarization

Translation



Background
High sequence length variation in multi-task training

Write highlights for this article: Dressed in a Superman shirt, 5-year-old Youssif
held his sister's hand Friday...(omitted) Parents beam with pride, can't stop...

What are the important parts of this article? As he awaits a crucial progress
report on Iraq, President Bush will...(omitted) President Bush to address the...

Generate a short sentence that is
unacceptable. I'll fix you a drink.

Is the following sentence linguistically acceptable?
"The pond froze solid." [options]. Acceptable.

How is "Wie Sie sicher aus der Presse und dem Fernsehen
wissen...(omitted)" said in English? As you probably know...

"Ich bitte Sie, sich zu einer Schweigeminute zu
erheben." Say this using English. I ask you to...
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High variance in sequence length

Large amount of padding needed.



Background
Current solution: packing

Concatenating short sequences to long ones up to fixed maximum length.

Sample 1
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Batch Size

Sequence Length
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Pack



Background
Current solution: packing

Drawback: unnecessary attention between unrelated samples.

Sample 1

Sample 2

Sample 3

Sample 4

Batch Size

Sequence Length

Sample 1 Sample 2

Sample 3 Sample 4

Batch Size

Sequence Length

Pack



Background
Current solution: packing

Drawback: super-linear execution time growth with sequence length

Computation time of a single Transformer encoder layer in T5-11B on an A100 GPU



Motivation
Proposed solution: dynamic micro-batching

Optimally split each input global batch into micro-batches with similar 
sequence lengths.
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Motivation
Proposed solution: dynamic micro-batching

OpBmally split each input global batch into micro-batches with similar 
sequence lengths.

Sample 1

Sample 2

Sample 3

Sample 4

Batch Size

Sequence Length

Dynamic Micro-
batching

Sample 1

Sample 2

Sample 3

Sample 4

Batch Size

Sequence Length



Motivation
Proposed solution: dynamic micro-batching
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Comparison of throughput and padding efficiency of different methods when training a GPT model with FLANv2 dataset



Motivation
Challenges of dynamic micro-batching

No principled way to split training mini-batches into micro-batches of different sequence lengths.
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Micro-batching is critical for performance, yet difficult to find the best batching configuration.

Training performance of GPT under different micro-batching methods

Our solution: a dynamic programming algorithm to optimally construct micro-batches



Motivation
Challenges of dynamic micro-batching

No efficient pipeline schedules for micro-batches of diverse execution times.

1F1B scheduling is inefficient under dynamic micro-batches.

1F1B (uniform 
micro-batches)

1F1B (dynamic 
micro-batches)

DynaPipe’s 
schedule

Our solution: an efficient schedule minimizing GPU idling for pipeline parallel training



Motivation
Challenges of dynamic micro-batching

Improper communication order between pipeline stages may lead to deadlocks in dynamic pipelines.

Regular communication pattern in 1F1B schedule

Irregular communication pattern in DynaPipe which changes each iteration

Our solution: plan the communication order for each iteration in advance



Overview
Executors

ForwardPass
BackwardPass

SendActStart

RecvActStart

WaitRecvAct
…

Instruction 
Implementations

Fetches
Micro-batch 

Partition

…
Micro-batches

Schedule 
Optimization

Communication 
Planning

Stage 1 Stage 2 Stage 3

Instructions for each 
pipeline stage

Planners
Distributed 

Instruction Store

Machine 0

Executor
0

GPU0 GPU1 GPU2 GPU3

User Dataloader

…
Micro-batch 

execution order

Prefetch

Distributed 
Instruction Store

Sequentially 
executes

Distributed Instruction Store

Machine 1

CPUs:    Planner 1

GPU0 GPU1 GPU2 GPU3

CPUs:    Planner 0

Memory Cost Model Execution Time Cost Model

Modules Physical View

Executor
1

Executor
2

Executor
3

Executor
4

Executor
5

Executor
6

Executor
7



Micro-batch Construction
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Modelling pipeline execution time

𝜋: The set of micro-batches 𝑐: Number of pipeline stages

𝑡(𝑀!): execution time of micro-batch 𝑀!



Micro-batch Construction
DP algorithm

𝑓(𝑛; 𝑡"#$): Execution time when optimally partitioning samples 1…n into micro-batches, while each 
micro-batch’s execution time is less than 𝑡"#$ .

𝑡(𝑀%[!:(]): execution time of micro-batch consisting of samples i…j

Goal: Find min
!!"#

𝑓(𝑁; 𝑡"#$)



Pipeline Execution Schedule
Adaptive schedule: controlling the injection time of micro-batches

Safety Stocks: number of ready (all previous stages have been completed) micro-batches at each device

1F1B: 0 safety stocks during steady state, 
prone to execution time variation

Inject more micro-batches in the 
beginning of iteration: 1 safety stocks 
during steady state, more robust to variation



Pipeline Execution Schedule
Adaptive schedule: controlling the injection time of micro-batches

Inject more micro-batches in the 
beginning of iteration: also consumes more 
memory

When not enough memory: delay 
injecDon of micro-batches, reducing peak 
memory from 7 micro-batches’ acDvaDon 
to 3



Communication Planning
Plan ahead: generate send-recv instruction pairs using simulated timeline

Stage 1

Stage 2

A

B

B
A

A

B

Stage 1 Comm Order

Stage 2 Comm Order

Recv
Grad

Start(B)

Send
Act

Start(A)

Recv
Act

Start(A)

Send
Grad

Start(B)

Wait
Recv

Grad(B)

Wait
Recv
Act(A)

Comm

Window for B’s communication

Window for A’s communication



Evaluation
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4 A100s 8 A100s

16 A100s
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32 A100s

GPT on FLANv2 Dataset

Up to 3.25x speed up 
compared to 
Megatron-LM + DeepSpeed.



Evaluation

4 A100s 8 A100s

16 A100s 32 A100s

T5 on FLANv2 Dataset

Up to 4.39x speed up 
compared to 
Megatron-LM + DeepSpeed.
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Evaluation
Padding Efficiency
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(global batch size 65536) (sequence length 2048)

GPT on 8 GPUs
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T5 on 8 GPUs

Comparable padding 
efficiency as packing for GPT.

Higher efficiency for T5 
decoder, lower for encoder 
(more balanced overall)



Evaluation
Ablation Study

DP algorithm out-performs best 
token-based micro-batching 
methods.
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Adaptive scheduling out-performs 
1F1B.



Evaluation
Planning Time
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Planning and model training can fully overlap when parallelized to more than 13 CPU cores 
in all our experiments.



Evaluation
Cost Model Accuracy

Both execution time and memory consumption modelling are accurate, providing useful 
signal for optimization.
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