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全模态情感推理与共情对话任务介绍

全模态情感推理 理解情绪

综合视频、音频与语言线索，借助思维链分析多模态证据，
识别人物的复杂情感状态与行为意图

共情对话

理解用户在交流中的情绪状态、处境与支持需求，
生成能够回应其感受并提供支持的对话回复

回应情绪

思维链：
文本表面平静，但视觉中
的眼神回避、眼眶发红，
以及音频中的颤抖与停顿，
共同表明她可能是强装镇
定，她处于压抑和难过的
情绪状态

行为意图：
不愿表达脆弱

情感状态：
悲伤 / 委屈 / 强装镇定



全模态情感推理与共情对话研究概述

全模态情感推理 理解情绪

构建“感知—推理—决策”的多模态情感推理链条

01 稳健感知
MM25 Oral MoSEAR

处理模态冲突，降低单一模态偏见

02 忠实推理
ICML OPPO

覆盖真实感知证据，抑制跨模态幻觉

03 协同决策
MER-R1

融合快思考的召回与慢思考的精度

共情对话 回应情绪

理解不断变化的支持需求，生成恰当的共情回应

01 支持优先级演化
识别当前更需要理解、情感回应还是行动支持

02 自适应奖励建模 CARE

为每轮对话生成与当前状态匹配的评价依据

03 共情策略优化
在 EMPA 上将 EPM-Idx 从 28.11 提升至 83.54



全模态情感推理研究一：稳健感知

真实场景中的情感冲突

当视觉与音频表达不一致，现有情感大模型容易依赖单一模态，误判真实情绪

目标：让模型在情感冲突中兼顾视觉与音频证据

论文与开放资源

arXiv Hugging 
Face

项目主页 YouTube

引用信息

Z. Han, B. Zhu, Y. Xu, P. Song, and X. Yang.

Benchmarking and Bridging Emotion Conflicts 
for Multimodal Emotion Reasoning.

Proceedings of ACM MM '25

ACM MM25 Oral

V
视觉线索
皱眉 · 眼含泪光

悲伤 / 压抑

A
声音线索
语气平静 · 稳定

中性

Emotion-LLaMA
过度依赖语音 → 误判为中性

单一模态偏见

MoSEAR（本文）
平衡多模态证据 → 识别悲伤

冲突场景下更稳健
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CA-MER Benchmark

将样本划分为video-aligned、audio-aligned冲突类与consistent一致类

基线测试结果

共 1,500 条评测样本，每个子集 500 条
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视频线索为真时表现更差，
揭示全模态大模型更依赖音频



全模态情感推理研究一：稳健感知

注意力偏置 Token 数量效应
比较中间感知层对音频与视觉 token 的注意力权重

核心发现

中间感知层的音频注意力权重远高于视觉

模型在融合多模态线索时，已提前形成对音频模态的显著依赖

音频 token 增多，
模型对音频的依赖减弱

音视频 token 数相同时，
偏置方向发生反转

核心发现
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Figure 4: Illustration of modality-speci!c experts.

video tokens (see Appendix C.2 for the training details). Note that
this operation does not introduce extra audio information—it simply
replicates existing audio tokens to balance the modality sizes.

In Figure 3(c), we evaluate these models on CA-MER and note
several key observations: (1) Increasing the number of audio tokens
improves performance on the video-aligned subset (blue line) but
degrades it on the audio-aligned subset (orange line), revealing a
trade-o! driven by token imbalance. (2) When audio and video
tokens are equal (i.e., 256), performance on the video-aligned subset
surpasses the audio-aligned one, indicating a reversed bias toward
the visual modality. (3) The consistent subset shows no signi"cant
change due to the trade-o! between the audio and video modalities
(green line). While token imbalance is a key factor behind modality
bias, simply increasing audio tokens introduces higher inference
costs without truly addressing the root cause due to its trade-o!
nature [87–89]. Instead, we propose MoSEAR in the next section—a
more e!ective solution that mitigates modality bias and improves
performance on consistent samples.

5 Methods
Our framework is built upon Emotion-LLaMA [9], which takes as
input a sequence of𝐿 visual tokens V = {v1, . . . , v𝐿}, 𝑀 audio to-
kens A = {a1, . . . , a𝑀}, and 𝑁 "xed instruction text (prompt) tokens
T = {t1, . . . , t𝑁 }. To simplify notation, we denote the non-visual
tokens as N = {A,T } and all tokens as X = {V,A,T }. Given a
video clip, the visual tokensV are extracted using three encoders:
EVA-CLIP [66] for global visual features, MAE [20] for local details,
and VideoMAE [68] for temporal dynamics. The audio tokens A
are encoded by HuBERT [21]. The number of visual tokens is sig-
ni"cantly larger than that of audio tokens (𝐿 → 𝑀), e.g., 256 vs. 1 in
Emotion-LLaMA. We "nd that this disparity in token counts leads
to a notable bias toward the audio modality. In this section, we pro-
pose two modules to address this issue: inserting modality-speci"c
experts for parameter-e#cient "ne-tuning, and applying attention
reallocation during inference.

Algorithm 1 Pipeline of Attention Reallocation (AR)
1: Given: original attention weights 𝑂 , threshold 𝑃
2: Compute layer-level ratio 𝑄 (𝑂) via Eq. (6)
3: if 𝑄 (𝑂) > 𝑃 then
4: for 𝑅 ↑ [𝑆 ] do
5: Compute head-level ratio 𝑄𝑂 (𝑂) via Eq. (5)
6: if 𝑄𝑂 (𝑂) > 𝑄 (𝑂) then
7: Update 𝑂 ↓

𝑂 via Eq. (12) and Eq. (13)
8: else
9: Update 𝑂 ↓

𝑂 = 𝑂𝑂

10: end if
11: end for
12: else
13: Update 𝑂 ↓ = 𝑂
14: end if
15: Return: reallocated attention weights 𝑂 ↓

5.1 Modality-Speci!c Experts
To promote balanced learning acrossmodalities, we proposemodality-
speci"c experts (MoSE): mixture of LoRA [22] modules designed
to enhance the emotion cues from each modality, combined with
a regularized routing mechanism that dynamically adjusts their
contributions. Speci"cally, we design three experts:
• Visual Expert Ev (·), which processes visual tokens V to en-
hance cues that are often underutilized by the base model.

• Non-Visual Expert En (·), which handles audio tokens and text
tokens (N = {A,T }).

• Omni Expert Eo (·), which processes all tokens (X = {V,A,T }).
For any token x ↑ X ↔ R𝑃 , we assign it to the corresponding
expert. To enable parameter-e#cient training, each expert is imple-
mented as an asymmetric soft mixture of LoRAs. Speci"cally, each
expert shares a rank-reduction matrix, and is equipped with𝑇 rank-
expansion matrices. Take the visual expert Ev (·) as an example, the
output for a visual token v is computed as:

Ev (v) =
𝑄∑
𝑅=1

𝑈v,𝑅 (v)𝑉v,𝑅𝑊vv, where 𝑈v (v) = softmax(𝑋vv) . (2)

Here, 𝑊v ↑ R𝑆↗𝑃
(𝑌 ↘ 𝑍) is the shared rank-reduction matrix,

𝑉v,𝑅 ↑ R𝑃↗𝑆 is the rank-expansionmatrix, and𝑈v (v) ↑ R𝑄 computes
the combining scores for each matrix 𝑉v,𝑅 .

To fuse the outputs of the three experts, we introduce a modality
routing mechanism that dynamically adjusts their contributions on
a sample-wise manner. For each sample, we "rst compute the mean
representations of the visual and non-visual tokens, denoted as v̄
and n̄, respectively. We then pass the representations through an
importance network 𝑎 (·), implemented as a lightweight MLP. The
routing score 𝑏 ↑ [0, 1] for visual tokens is computed as

𝑏 =
1
2
+ 𝑐 · tanh(𝑎 (v̄; n̄)), (3)

where 𝑐 ↑ [0, 0.5] serves as a regularization to prevent the model
over-relying on any single modality. Sec. 6.3 shows that both exces-
sively small and large values of 𝑐 lead to suboptimal performance.
With 1 ≃ 𝑏 assigned as the weight for non-visual tokens, any input

MoSE：训练阶段去偏
专家建模视觉与非视觉线索，正则门控按样本融合

AR：推理阶段去偏
按样本定位偏置层与注意力头

全模态情感推理研究一：稳健感知

注意力正常：
保持原分配

音频注意力过高：
向视觉重分配

定位偏置层
定位偏置头

在 Attention 侧校正样本级音频过载MoSE 在 FFN 侧平衡模态表征
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冲突场景：CA-MER
MoSEAR 在三个冲突子集及 Overall 上均取得最佳结果

Overall Acc

63.81

常规情感任务
情感推理与识别能力同步提升

EMER 60.58
Average

MER2023 0.9027
F1

DFEW 64.26
UAR

去偏没有牺牲常规场景性能

MM ’25, October 27–31, 2025, Dublin, Ireland Zhiyuan Han, Beier Zhu, Yanlong Xu, Peipei Song, and Xun Yang

Table 1: Performance (%) of emotion reasoning on CA-MER. “Acc.” and “Rec.” denote accuracy and recall, respectively.

Video-Aligned Audio-Aligned Consistent Overall
Model Modality Acc. Rec. Avg. Acc. Rec. Avg. Acc. Rec. Avg. Acc. Rec. Avg.
SALMONN [67] A+T 29.37 22.56 25.97 53.35 34.19 43.77 47.72 38.53 43.13 43.48 31.76 37.62
mPLUG-Owl3 [78] V+T 40.71 42.01 41.36 41.08 41.01 41.04 49.29 39.08 44.18 43.69 40.70 42.19
Chat-UniVi [30] V+T 43.43 42.42 42.92 42.28 36.31 39.30 50.38 45.95 48.16 45.36 41.56 43.46
Vita1.5 [16] A+V+T 49.36 46.60 47.98 57.51 48.15 52.83 57.17 52.52 54.84 54.68 49.09 51.88
Emotion-LLaMA [9] A+V+T 47.66 51.45 49.56 59.94 51.63 55.78 59.23 63.80 61.52 55.61 55.63 55.62
MoSEAR A+V+T 58.42 54.28 56.35 65.33 55.26 60.30 67.68 65.87 66.77 63.81 58.47 61.14

token x → X in each MLLM layer is computed as:

y = FFN(x) + Eo (x) + 𝐿1[x→V]Ev (x) + (1 ↑ 𝐿)1[x→N]En (x), (4)

where FFN(·) is the frozen Transformer layer of MLLM, and 1[ · ] is
the indicator function to assign x to the corresponding expert.

5.2 Attention Reallocation
As shown in Sec. 4, intermediate MLLM layers attend disproportion-
ately to audio tokens. A straightforward approach, such as PAI [49],
shifts entire audio attention to visual tokens in a static manner.
Unfortunately, this approach induces a trade-o! between audio and
visual modalities—gains on video-aligned subsets degrade audio-
aligned performance (see Sec. 6.3 for details). In contrast, we "rst
identify attention heads that over-rely on the audio modality on a
per-sample basis, and then reallocate their attention toward visual
tokens. Empirical results in Sec. 6.3 con"rm that this procedure
does not impair the use of audio cues for reasoning.
Identifying biased attention heads. Let 𝑀 → [𝑁 ] denote the
index of an attention head. At each decoding step, the attention
weight assigned to token x by head 𝑀 at layer 𝑂 → [𝑃] is denoted
as 𝑄𝐿 (x).2 Let 𝑅𝐿 (𝑄,X) =

∑
x→X [𝑄𝐿 (x)] denote the total attention

weight assigned by head 𝑀 to the token set X. We use two metrics
to locate biased heads: (1) head-level attention ratio 𝑆𝐿 (𝑄), which
is de"ned as the ratio of total attention to audio tokens over that to
visual tokens for head 𝑀:

𝑆𝐿 (𝑄) =
𝑅𝐿 (𝑄,A)

𝑅𝐿 (𝑄,V)
. (5)

(2) layer-level attention ratio 𝑆 (𝑄) , de"ned analogously to 𝑆𝐿 (𝑄)
but aggregated over all heads in a layer:

𝑆 (𝑄) =

∑
𝐿→ [𝑀 ] [𝑅𝐿 (𝑄,A)]∑
𝐿→ [𝑀 ] [𝑅𝐿 (𝑄,V)]

. (6)

We consider a layer 𝑂 biased if its layer-level ratio 𝑆 (𝑄) exceeds
a threshold 𝑇 . In that case, a head 𝑀 is identi"ed as biased if its
head-level ratio 𝑆𝐿 (𝑄) exceeds the layer-level ratio 𝑆 (𝑄). Formally,

Hbias = {𝑀 |𝑆 (𝑄) > 𝑇 and 𝑆𝐿 (𝑄) > 𝑆 (𝑄)} (7)

This allows us to re"ne attention at a "ner granularity, rather than
modulating the entire attention layers and heads.
Reallocating attention weights. Given a biased head 𝑀 → Hbias,
we redistribute a portion of its audio attention to the visual modality.

2For clarity, we omit the layer index 𝑁 hereafter.

Table 2: Performance (%) of emotion reasoning on EMER.

Model Accuracy Recall Average
Otter [33] 34.43 24.39 29.41
Video-LLaVA [43] 34.43 30.44 32.44
OneLLM [19] 38.19 30.01 34.10
PandaGPT [64] 36.59 32.89 34.74
Video-LLaMA [81] 38.59 35.54 37.06
Qwen-Audio [12] 50.55 30.21 40.38
Video-ChatGPT [53] 46.13 35.05 40.59
VideoChat2 [36] 51.98 35.99 43.98
SALMONN [67] 46.88 44.95 45.91
LLaMA-VID [37] 47.59 44.63 46.11
Chat-UniVi [30] 49.78 44.37 47.08
VideoChat [35] 48.53 45.74 47.13
mPLUG-Owl [79] 49.67 46.03 47.85
Emotion-LLaMA [9] 52.22 50.79 51.51
MoSEAR 66.77 54.39 60.58

Let 𝑄 ↓

𝐿 (x) denote the redistributed attention weights for token x.
The redistributed weights are constrained to satisfy:

𝑆𝐿 (𝑄
↓
) = 𝑆 (𝑄), (8)

𝑅𝐿 (𝑄
↓, {A,V}) = 𝑅𝐿 (𝑄, {A,V}), (9)

𝑄 ↓

𝐿 (a) ↑ 𝑄𝐿 (a)
𝑅𝐿 (𝑄 ↓,A) ↑ 𝑅𝐿 (𝑄,A)

=
𝑄𝐿 (a)

𝑅𝐿 (𝑄,A)
, ↔a → A, (10)

𝑄 ↓

𝐿 (v) ↑ 𝑄𝐿 (v)
𝑅𝐿 (𝑄 ↓,V) ↑ 𝑅𝐿 (𝑄,V)

=
𝑄𝐿 (v)

𝑅𝐿 (𝑄,V)
, ↔v → V . (11)

Eq. (8) enforces that the head-level attention ratio after redistri-
bution matches the original layer-level ratio. Eq. (9) ensures that
the total attention assigned to audio and visual tokens remains
unchanged. Eqs. (10) and (11) guarantee that attention is redis-
tributed proportionally among audio and visual tokens, preserving
their original intra-modality distribution. The closed-form solution
for Eq. (8-11) are:

𝑄 ↓

𝐿 (a) = 𝑄𝐿 (a) ·
(
1 ↑

ω𝐿

𝑅𝐿 (𝑄,A)

)
, ↔a → A, (12)

𝑄 ↓

𝐿 (v) = 𝑄𝐿 (v) ·
(
1 +

ω𝐿

𝑅𝐿 (𝑄,V)

)
, ↔v → V, (13)

where ω𝐿 =
𝑅𝐿 (𝑄,A) ↑ 𝑆 (𝑄) 𝑅𝐿 (𝑄,V)

1 + 𝑆 (𝑄)
. (14)

This procedure is summarized in Algorithm 1, and is repeated for
all Transformer layers 𝑂 → [𝑃].

较 Emotion-LLaMA 提升 8.2

Video-Aligned Acc

58.42
较 Emotion-LLaMA 提升 10.8

Audio-Aligned Acc

65.33
较 Emotion-LLaMA 提升 5.4

注：MoSEAR 和 Emotion-LLaMA 使用相同 Base Model

+ 9.1

+ 0.094

+ 1.96



全模态情感推理研究二：忠实推理

证据利用不足
推理链只抓住显著语音，
遗漏皱眉、悲伤眼神等视觉证据

目标：思维链既要覆盖真实视觉 / 音频证据，也要让每条证据可追溯到对应模态
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Omni-Perception Policy Optimization for Multimodal Emotion Reasoning
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Figure 1. Existing emotion Omni-MLLMs lack reliable perception of visual and acoustic cues. (a) Underutilization (violating the
Utilization principle). An empirical case from MEP-Bench where AffectGPT-R1 (Lian et al., 2025c) overlooks fine-grained visual cues
(e.g., furrowed brow, sad eyes) and mainly relies on the crying tone in the audio due to “thinking inertia”. (b) Unfaithfulness (violating the
Faithfulness principle). An empirical case where AffectGPT-R1 hallucinates a “frown” in the video based on an angry tone and spurious
audio–visual correlations, even when the video is masked. (c) Left: multimodal recall on MEP-Bench; baseline models capture only
about half of the human-annotated cues, whereas our OPPO achieves substantially higher recall. Right: accuracy of unimodal-masking
probes on MEP-Bench; our OPPO attains much higher faithfulness on both video and audio masked questions.

MLLMs often violate both principles. For utilization, Fig-
ure 1 (a) shows that the video and audio jointly convey
multiple emotion-related cues, yet the baseline (Lian et al.,
2025c) only picks up the “crying tone” in its reasoning
chain. This under-utilization problem is further confirmed
by the recall of multimodal cues (Figure 1 (c)), where cur-
rent models achieve only around 50%, showing that they
miss roughly half of the human-perceived cues; For faith-
fulness, Figure 1 (b) shows that, even when the video is
masked and we ask “Does the video show a frown?”, the
baseline still answers “Yes” by appealing to the angry tone
in the audio. Quantitatively, Figure 1 (c) shows that such
probes yield only 35.0–54.2% accuracy on video questions
and 26.0–30.0% on audio questions for existing models.

To bridge this gap, we propose Emotional Omni-Perception
Policy Optimization (OPPO), a reinforcement learning
framework (RL) that enforces grounded reasoning. First, to
encourage better utilization of multimodal cues, we intro-
duce Omni-Perception Reward. Specifically, we decom-
pose the ground-truth reasoning into fine-grained visual,
acoustic, and emotion cues, and segment the model’s gen-
erated thinking into a sequence of clauses. We embed both
cues and clauses and compute semantic similarities to de-
termine whether each cue is covered by at least one clause.
The Omni-Perception Reward then increases with the cov-
erage of visual, audio, and emotion cues, encouraging the
model to explicitly recover human-annotated evidence in
its reasoning. Second, to enforce better faithfulness, we in-
troduce Omni-Perception Loss. Specifically, we construct
unimodally masked counterfactual inputs (e.g., partially
removing the video or audio) and compare the policy’s be-
havior under the full and masked inputs. Unlike prior work
such as PAPO (Wang et al., 2026c), which encourages all
tokens to change under masking, we use cue matching to
identify tokens that describe visual or acoustic evidence and
apply a KL-based penalty only to these modality-specific to-
kens, encouraging their distributions to change substantially
when the corresponding modality is masked. This forces

statements about a modality to truly depend on its input and
helps suppress cross-modal hallucination.

Extensive experiments show that OPPO achieves SoTA per-
formance on the comprehensive MER-UniBench (Lian et al.,
2025a) and MME-Emotion (Zhang et al., 2026a), while
yielding consistent gains on the MEP-Bench. These re-
sults highlight the importance of sufficient and faithful omni
perception for multimodal emotion reasoning. Our contri-
butions are three-fold:

• Findings: We construct MEP-Bench and reveal that
existing emotion Omni-MLLMs (1) underutilize multi-
modal cues in their reasoning trajectories and (2) exhibit
unfaithful behavior under unimodal masking, often due
to spurious cross-modal correlations.

• Methodology: We propose OPPO, an RL framework that
combines an explicit Omni-Perception Reward for cue
coverage with a mask-based Omni-Perception Loss ap-
plied to modality-specific evidence tokens, encouraging
cue-grounded reasoning and suppressing hallucinated
modality evidence.

• Performance: We achieve SoTA performance on mul-
tiple emotion benchmarks and substantially improve
perception-oriented diagnostics, validating the effective-
ness of OPPO for multimodal emotion reasoning.

2. Related Work
Multimodal emotion reasoning. Recent multimodal large
language models (Wang et al., 2026b; 2025) have shown
growing potential for emotion-related understanding (Xu
et al., 2026; Dai et al., 2025; Zhang et al., 2026b; Song et al.,
2024; Ye et al., 2025), driving multimodal emotion recog-
nition to shift from closed-set label prediction (Lian et al.,
2023a; Jiang et al., 2020; Liu et al., 2022a) toward open-
vocabulary Multimodal Emotion Reasoning (MER) (Lian
et al., 2023b; 2025a). Early MER efforts (Lian et al., 2023b;
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Figure 1. Existing emotion Omni-MLLMs lack reliable perception of visual and acoustic cues. (a) Underutilization (violating the
Utilization principle). An empirical case from MEP-Bench where AffectGPT-R1 (Lian et al., 2025c) overlooks fine-grained visual cues
(e.g., furrowed brow, sad eyes) and mainly relies on the crying tone in the audio due to “thinking inertia”. (b) Unfaithfulness (violating the
Faithfulness principle). An empirical case where AffectGPT-R1 hallucinates a “frown” in the video based on an angry tone and spurious
audio–visual correlations, even when the video is masked. (c) Left: multimodal recall on MEP-Bench; baseline models capture only
about half of the human-annotated cues, whereas our OPPO achieves substantially higher recall. Right: accuracy of unimodal-masking
probes on MEP-Bench; our OPPO attains much higher faithfulness on both video and audio masked questions.

MLLMs often violate both principles. For utilization, Fig-
ure 1 (a) shows that the video and audio jointly convey
multiple emotion-related cues, yet the baseline (Lian et al.,
2025c) only picks up the “crying tone” in its reasoning
chain. This under-utilization problem is further confirmed
by the recall of multimodal cues (Figure 1 (c)), where cur-
rent models achieve only around 50%, showing that they
miss roughly half of the human-perceived cues; For faith-
fulness, Figure 1 (b) shows that, even when the video is
masked and we ask “Does the video show a frown?”, the
baseline still answers “Yes” by appealing to the angry tone
in the audio. Quantitatively, Figure 1 (c) shows that such
probes yield only 35.0–54.2% accuracy on video questions
and 26.0–30.0% on audio questions for existing models.

To bridge this gap, we propose Emotional Omni-Perception
Policy Optimization (OPPO), a reinforcement learning
framework (RL) that enforces grounded reasoning. First, to
encourage better utilization of multimodal cues, we intro-
duce Omni-Perception Reward. Specifically, we decom-
pose the ground-truth reasoning into fine-grained visual,
acoustic, and emotion cues, and segment the model’s gen-
erated thinking into a sequence of clauses. We embed both
cues and clauses and compute semantic similarities to de-
termine whether each cue is covered by at least one clause.
The Omni-Perception Reward then increases with the cov-
erage of visual, audio, and emotion cues, encouraging the
model to explicitly recover human-annotated evidence in
its reasoning. Second, to enforce better faithfulness, we in-
troduce Omni-Perception Loss. Specifically, we construct
unimodally masked counterfactual inputs (e.g., partially
removing the video or audio) and compare the policy’s be-
havior under the full and masked inputs. Unlike prior work
such as PAPO (Wang et al., 2026c), which encourages all
tokens to change under masking, we use cue matching to
identify tokens that describe visual or acoustic evidence and
apply a KL-based penalty only to these modality-specific to-
kens, encouraging their distributions to change substantially
when the corresponding modality is masked. This forces

statements about a modality to truly depend on its input and
helps suppress cross-modal hallucination.

Extensive experiments show that OPPO achieves SoTA per-
formance on the comprehensive MER-UniBench (Lian et al.,
2025a) and MME-Emotion (Zhang et al., 2026a), while
yielding consistent gains on the MEP-Bench. These re-
sults highlight the importance of sufficient and faithful omni
perception for multimodal emotion reasoning. Our contri-
butions are three-fold:

• Findings: We construct MEP-Bench and reveal that
existing emotion Omni-MLLMs (1) underutilize multi-
modal cues in their reasoning trajectories and (2) exhibit
unfaithful behavior under unimodal masking, often due
to spurious cross-modal correlations.

• Methodology: We propose OPPO, an RL framework that
combines an explicit Omni-Perception Reward for cue
coverage with a mask-based Omni-Perception Loss ap-
plied to modality-specific evidence tokens, encouraging
cue-grounded reasoning and suppressing hallucinated
modality evidence.

• Performance: We achieve SoTA performance on mul-
tiple emotion benchmarks and substantially improve
perception-oriented diagnostics, validating the effective-
ness of OPPO for multimodal emotion reasoning.

2. Related Work
Multimodal emotion reasoning. Recent multimodal large
language models (Wang et al., 2026b; 2025) have shown
growing potential for emotion-related understanding (Xu
et al., 2026; Dai et al., 2025; Zhang et al., 2026b; Song et al.,
2024; Ye et al., 2025), driving multimodal emotion recog-
nition to shift from closed-set label prediction (Lian et al.,
2023a; Jiang et al., 2020; Liu et al., 2022a) toward open-
vocabulary Multimodal Emotion Reasoning (MER) (Lian
et al., 2023b; 2025a). Early MER efforts (Lian et al., 2023b;
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MEP-Bench
从 Utilization 与 Faithfulness 两方面，诊断多模态感知是否可靠

UTILIZATION

证据利用率

模型推理链是否覆盖人类标注的
视觉、音频与情感证据

Atomic Cues  →  Evidence Recall

FAITHFULNESS

模态忠实度

遮蔽视频或音频后，模型是否仍
编造被遮蔽模态的专属证据

Masking Probe  →  Acc@V / Acc@A

评测构建

OV-MERD → 300 条线索丰富样本 → 视频 / 音频各 500 个 probe

MEP-Bench 结果

诊断结论

1. 现有模型仅覆盖约一半人类线索

2. 现有模型暴露跨模态幻觉，准确
率低于Random Guessing
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Figure 1. Existing emotion Omni-MLLMs lack reliable perception of visual and acoustic cues. (a) Underutilization (violating the
Utilization principle). An empirical case from MEP-Bench where AffectGPT-R1 (Lian et al., 2025c) overlooks fine-grained visual cues
(e.g., furrowed brow, sad eyes) and mainly relies on the crying tone in the audio due to “thinking inertia”. (b) Unfaithfulness (violating the
Faithfulness principle). An empirical case where AffectGPT-R1 hallucinates a “frown” in the video based on an angry tone and spurious
audio–visual correlations, even when the video is masked. (c) Left: multimodal recall on MEP-Bench; baseline models capture only
about half of the human-annotated cues, whereas our OPPO achieves substantially higher recall. Right: accuracy of unimodal-masking
probes on MEP-Bench; our OPPO attains much higher faithfulness on both video and audio masked questions.

MLLMs often violate both principles. For utilization, Fig-
ure 1 (a) shows that the video and audio jointly convey
multiple emotion-related cues, yet the baseline (Lian et al.,
2025c) only picks up the “crying tone” in its reasoning
chain. This under-utilization problem is further confirmed
by the recall of multimodal cues (Figure 1 (c)), where cur-
rent models achieve only around 50%, showing that they
miss roughly half of the human-perceived cues; For faith-
fulness, Figure 1 (b) shows that, even when the video is
masked and we ask “Does the video show a frown?”, the
baseline still answers “Yes” by appealing to the angry tone
in the audio. Quantitatively, Figure 1 (c) shows that such
probes yield only 35.0–54.2% accuracy on video questions
and 26.0–30.0% on audio questions for existing models.

To bridge this gap, we propose Emotional Omni-Perception
Policy Optimization (OPPO), a reinforcement learning
framework (RL) that enforces grounded reasoning. First, to
encourage better utilization of multimodal cues, we intro-
duce Omni-Perception Reward. Specifically, we decom-
pose the ground-truth reasoning into fine-grained visual,
acoustic, and emotion cues, and segment the model’s gen-
erated thinking into a sequence of clauses. We embed both
cues and clauses and compute semantic similarities to de-
termine whether each cue is covered by at least one clause.
The Omni-Perception Reward then increases with the cov-
erage of visual, audio, and emotion cues, encouraging the
model to explicitly recover human-annotated evidence in
its reasoning. Second, to enforce better faithfulness, we in-
troduce Omni-Perception Loss. Specifically, we construct
unimodally masked counterfactual inputs (e.g., partially
removing the video or audio) and compare the policy’s be-
havior under the full and masked inputs. Unlike prior work
such as PAPO (Wang et al., 2026c), which encourages all
tokens to change under masking, we use cue matching to
identify tokens that describe visual or acoustic evidence and
apply a KL-based penalty only to these modality-specific to-
kens, encouraging their distributions to change substantially
when the corresponding modality is masked. This forces

statements about a modality to truly depend on its input and
helps suppress cross-modal hallucination.

Extensive experiments show that OPPO achieves SoTA per-
formance on the comprehensive MER-UniBench (Lian et al.,
2025a) and MME-Emotion (Zhang et al., 2026a), while
yielding consistent gains on the MEP-Bench. These re-
sults highlight the importance of sufficient and faithful omni
perception for multimodal emotion reasoning. Our contri-
butions are three-fold:

• Findings: We construct MEP-Bench and reveal that
existing emotion Omni-MLLMs (1) underutilize multi-
modal cues in their reasoning trajectories and (2) exhibit
unfaithful behavior under unimodal masking, often due
to spurious cross-modal correlations.

• Methodology: We propose OPPO, an RL framework that
combines an explicit Omni-Perception Reward for cue
coverage with a mask-based Omni-Perception Loss ap-
plied to modality-specific evidence tokens, encouraging
cue-grounded reasoning and suppressing hallucinated
modality evidence.

• Performance: We achieve SoTA performance on mul-
tiple emotion benchmarks and substantially improve
perception-oriented diagnostics, validating the effective-
ness of OPPO for multimodal emotion reasoning.

2. Related Work
Multimodal emotion reasoning. Recent multimodal large
language models (Wang et al., 2026b; 2025) have shown
growing potential for emotion-related understanding (Xu
et al., 2026; Dai et al., 2025; Zhang et al., 2026b; Song et al.,
2024; Ye et al., 2025), driving multimodal emotion recog-
nition to shift from closed-set label prediction (Lian et al.,
2023a; Jiang et al., 2020; Liu et al., 2022a) toward open-
vocabulary Multimodal Emotion Reasoning (MER) (Lian
et al., 2023b; 2025a). Early MER efforts (Lian et al., 2023b;
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OPPO Framework
Omni-Perception Policy Optimization for Multimodal Emotion Reasoning
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Figure 2. The framework of OPPO. Top: Fine-grained evidence is organized into video cues CV , audio cues CA, and emotion cues
CE . CoT is segmented into clauses U , which are identified as video, audio, or emotion types based on their semantic content. Middle:
The Omni-Perception Reward (3.1). An Evidence-Routing Matrix computes the semantic similarities between generated clauses and
ground-truth cues. This encourages the model to explicitly cover diverse multimodal evidence during reasoning. Bottom: The Omni-
Perception Loss (3.2). We construct unimodal masked inputs and maximize the KL divergence between the full and masked distributions
on modality-specific tokens uk. This enforces faithfulness by penalizing the model for hallucinating information from missing modalities.

supporting clause by taking the maximum similarity:

M(c) = max
k→[K]

Mc,k. (2)

Finally, we convert this similarity into a normalized hit score

s(c) =
1

1↑ω
max

(
M(c)→ ω, 0

)
, (3)

where ω is a similarity threshold: if M(c) ↑ ω, the cue
is treated as unmatched (s(c) = 0), and if M(c) > ω,
we linearly map the range [ω, 1] to [0, 1] using the factor
1

1↑ω
. This way, only cues with sufficiently strong semantic

matches contribute positively to the evidence coverage.

The omni-perception reward aggregates cue-level scores by
averaging over the three cue sets:

Romni =

∑

C→→{CV ,CA,CE}

1

|C↓|
∑

c→C→

s(c), (4)

so that video, audio, and emotion cues are each rewarded
according to the fraction of annotated cues that are covered.
The overall reward used by GRPO augments the task and
format rewards with this omni-perception term:

Rtotal = Racc +Rfmt + εRomni, (5)

where ε > 0 controls the trade-off between end-task accu-
racy and cue-grounded reasoning.

3.2. Omni-Perception Loss

To enforce faithfulness, we introduce Omni-Perception Loss,
which contrasts the policy’s behavior under the full input
and a unimodal-masked counterfactual input on tokens cor-
responding to the masked modality. In other words, when a
modality is removed, the model is encouraged to retract or
weaken claims about that modality rather than hallucinating
them from the remaining context.

Unimodal masking and token-level discrepancy. Given
X = {V,A, T}, we construct counterfactual inputs by ran-
domly masking a ratio ϑ of one modality to zero:

X
Ṽ
= {Ṽ , A, T}, X

Ã
= {V, Ã, T}, (6)

where Ṽ and Ã denote the masked visual and acoustic
streams, respectively. For each decoding step t, we write
pt = ϖε(· | X,Y<t) for the token distribution under the full
input, and denote

p
m

t
= ϖε(· | Xm

, Y<t), m ↓ {Ṽ , Ã}, (7)

the token distribution when modality m is masked. We
quantify the discrepancy between the full-input and masked-
input distributions at step t using the KL divergence:

Lm

t
(ϱ) = DKL(pt ↔ pmt ) , m ↓ {Ṽ , Ã}. (8)

4

① 证据对齐
Cue Set 拆成 CV / CA / CE，
生成思维拆成 clauses

② Omni-Perception Reward
Evidence-Routing Matrix 
奖励真实线索覆盖

③ Omni-Perception Loss
遮蔽单一模态，
约束模态专属 token 的分布变化
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整体性能
MER-UniBench 主结果

81.05
MER-UniBench Mean

+5.45
相对AffectGPT-R1 提升

OPPO 取得最高平均分

消融实验
MER-UniBench 与 MEP-Bench

相较 Baseline 的提升

+12.44
Recall

+17.20
Acc@V

+17.60
Acc@A

Reward 提高线索覆盖；Loss 进一步强化模态归因

两者协同提升利用度与忠实性

Omni-Perception Policy Optimization for Multimodal Emotion Reasoning

Table 2. Main results on MER-UniBench. This table presents a comprehensive performance comparison across sentiment analysis,
basic emotion recognition, and fine-grained emotion recognition tasks. OPPO achieves state-of-the-art performance.

Model
Sentiment Analysis Basic Emotion Fine

Mean
MOSI MOSEI SIMS SIMSv2 MER23 MER24 MELD IEMOCAP OV-MERD+

Qwen-Audio (Chu et al., 2023) 70.09 46.90 70.73 65.26 41.85 31.61 49.09 35.47 32.36 49.26
SALMONN (Tang et al., 2024) 81.00 67.03 68.69 65.93 55.53 45.38 45.62 46.84 45.00 57.89
VideoChat2 (Li et al., 2024a) 66.84 54.32 69.49 70.66 33.67 54.50 36.64 48.70 39.21 52.67
LLaMA-VID (Li et al., 2024b) 61.78 63.89 69.35 67.48 50.72 57.60 42.75 46.02 45.01 56.07
Chat-UniVi (Jin et al., 2024) 54.53 63.18 68.15 66.36 57.62 65.67 45.61 52.37 48.00 57.94
mPLUG-Owl (Ye et al., 2023) 72.40 72.91 72.13 75.00 56.86 59.89 49.11 55.54 48.18 62.45
PandaGPT (Su et al., 2023) 61.92 67.61 68.38 67.23 40.21 51.89 37.88 44.04 37.12 52.92
R1-Omni (Zhao et al., 2025a) 58.02 56.48 71.82 68.58 64.17 67.43 43.20 51.58 55.24 59.61
Emotion-LLaMA (Cheng et al., 2024) 66.13 67.66 78.32 77.23 59.38 73.62 46.76 55.47 52.97 64.17
AffectGPT (Lian et al., 2025a) 81.30 80.90 88.49 86.18 78.54 78.80 55.65 60.54 62.52 74.77
AffectGPT-R1 (Lian et al., 2025c) 79.65 80.18 87.26 85.75 84.51 93.13 66.71 74.26 68.39 79.98
AffectGPT (Last Checkpoint) 78.30 78.51 85.28 85.31 73.69 76.90 52.09 57.74 59.89 71.96
AffectGPT-R1 (Reproduce) 80.29 80.64 85.70 83.75 81.88 80.89 57.53 65.71 64.08 75.60
OPPO 86.50 84.63 86.22 88.26 87.73 90.34 64.06 73.60 67.16 81.05

Table 3. Main results on MME-Emotion. We report task-level CoT scores and overall recognition, reasoning, and CoT averages.
OPPO achieves the best overall performance. We use gemini-3.1-flash-lite-preview as judge since GPT-4o is not available.

Methods ER-Lab ER-Wild FG-ER FG-SA ML-ER Noise-ER IR SA
Mean

Rec. Rea. CoT
PandaGPT (Su et al., 2023) 28.5 23.2 25.2 41.4 28.9 26.3 29.2 37.7 21.6 38.4 30.0
Emotion-LLaMA (Cheng et al., 2024) 31.7 19.7 31.7 36.4 29.5 49.3 27.3 40.7 21.1 42.4 31.8
AffectGPT (Lian et al., 2025a) 35.0 32.8 32.6 44.2 31.3 50.7 30.0 47.9 19.7 57.4 38.6
Baseline 47.0 40.8 35.0 35.6 37.7 59.0 32.4 58.7 27.9 62.7 45.3
OPPO 54.6 45.5 42.0 40.7 39.6 66.2 34.8 60.6 31.0 68.1 49.5

2024), MELD (Poria et al., 2019), IEMOCAP (Busso et al.,
2008), and (3) Sentiment Analysis: MOSI (Zadeh et al.,
2016), MOSEI (Zadeh et al., 2018), SIMS (Yu et al., 2020),
SIMSv2 (Liu et al., 2022b). A detailed description of task
definitions is provided in Appendix B. We further evaluate
on MME-Emotion (Zhang et al., 2026a), which covers eight
emotion-related tasks and reports recognition, reasoning,
and CoT scores, providing a complementary evaluation of
both answer correctness and reasoning quality.

Baselines. We adopt Qwen2.5-Omni (Xu et al., 2025a)
as our backbone and reproduce AffectGPT-R1 (Lian et al.,
2025c) following its official training recipe. Furthermore,
we construct a stronger Baseline by adopting the optimized
SFT/RL data split described in Section 3, trained via stan-
dard GRPO with only task and format rewards (see Ap-
pendix C.3 for more details). For fairness, all our repro-
duced and proposed models are evaluated using a single final
checkpoint across all datasets. By contrast, prior work (Lian
et al., 2025a;c) selects the best checkpoint per dataset, which
tends to overestimate performance, see Appendix C.4 for
more discussion.

Implementation details. In the cold-start SFT stage, we
set the learning rate to 2e→5 and train for 2 epochs. During
RL, we adopt a smaller learning rate of 2e→6 and train for
1 epoch with 3,262 overall training steps using GRPO-style
sampling, where G=4 responses are generated per prompt.
We fix the batch size to 1 with gradient accumulation steps
set to 2 throughout training. The KL coefficient with respect
to the reference model is set to 0.04. For our OPPO, we use
ω = 0.5 for the Omni-Perception Reward, ε = 8e→3 for
the Omni-Perception Loss, a masking ratio of ϑ = 0.7, and
a similarity threshold of ϖ = 0.5, which together yield the
optimal overall performance. A detailed hyperparameter
analysis is provided in Section 4.4. All experiments were
conducted on 16 NVIDIA H100 GPUs.

4.2. Multimodal Emotion Perception Benchmark

Benchmark construction. We introduce MEP-Bench, a
diagnostic benchmark derived from OV-MERD (Lian et al.,
2023b), to quantify utilization and faithfulness. We filter
cue-rich instances and obtain 300 samples. (1) Utilization is
measured by cue recall, where Qwen2.5-7B-Instruct (Yang
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Table 4. Ablation Study on MER-UniBench and MEP-Bench. Building upon the Omni-Perception Reward Romni, incorporating
generic perception losses (e.g., PAPO) negatively impacts performance due to unguided optimization. In contrast, our Omni-Perception
Loss Jomni(ω) yields consistent improvements across all metrics.

Model Variant
Sentiment Analysis Basic Emotion Fine

Mean
Util. Faithfulness

MOSI MOSEI SIMS SIMSv2 MER23 MER24 MELD IEMOCAP OV-MERD+ Recall Acc@V Acc@A

Baseline 83.48 86.31 87.78 86.84 78.16 82.70 61.45 67.28 66.86 77.87 58.00 59.20 33.00
+ Romni 84.83 85.04 86.48 86.95 85.40 85.90 63.37 70.03 67.09 79.45 62.55 64.80 39.40

+ PAPO 83.47 85.66 86.21 87.36 86.27 87.09 63.28 69.12 65.65 79.34 58.29 62.00 34.60
+ PAPO-dual 84.98 85.06 88.47 86.72 84.96 86.11 63.07 67.51 66.20 79.23 60.58 65.20 34.80
+ Jomni(ω) 86.50 84.63 86.22 88.26 87.73 90.34 64.06 73.60 67.16 81.05 70.44 76.40 50.60

Table 5. Impact of Omni-Perception Reward Weight ε. As ε
increases, we observe a progressively better balance between task
performance and perception metrics. Notably, setting ε → 0.6†

leads to model format collapse in the later training stage.

Weight ω
Task Performance Util. Faithfulness

Senti. Basic. Fine. Mean Recall Acc@V Acc@A

0.2 86.21 75.58 66.97 79.35 59.16 61.20 39.20
0.3 84.96 75.98 67.52 79.03 58.63 63.80 40.40
0.4 86.22 73.75 66.08 79.14 60.53 61.80 39.20
0.5 85.82 76.17 67.09 79.45 62.55 64.80 39.40
0.6† 85.43 76.77 66.79 79.51 63.09 64.40 39.00

Figure 3. Synergistic Effect of Omni-Perception Loss on Re-
ward. While minimal weights yield limited gains, increasing ϑ
to a sufficient magnitude (→ 8e↑3) significantly elevates the final
Omni-Perception Reward.

et al., 2024) decomposes human annotations and the gener-
ated thinking process into atomic cues that are subsequently
embedded by Qwen3-Embedding; a ground-truth cue is re-
called if its maximum cosine similarity to any generated cue
exceeds 0.6. (2) Faithfulness is evaluated via a POPE-style
unimodal masking probe (Li et al., 2023; Ye et al., 2026).
On samples with strong audio–visual correlations, we con-
struct 500 probe questions per modality targeting masked
evidence (e.g., mask video and ask “Does the video show
a frown?”). Under masking, where the unmasked modality
acts as a strong distractor, an affirmative answer signals
hallucination, ensuring that correct refusals reflect genuine
resistance to spurious priors.

MEP-Bench results. As shown in Table 1, existing mod-

Table 6. Impact of Omni-Perception Loss Weight ϑ. Increasing
ϑ to a sufficient level (→ 8e-3) effectively strengthens Faithful-
ness, while simultaneously yielding significant improvements in
Utilization and overall task performance.

Weight ε
Task Performance Util. Faithfulness

Senti. Basic. Fine. Mean Recall Acc@V Acc@A

2e-3 86.62 76.23 65.79 79.69 60.56 63.60 39.80
4e-3 86.60 76.59 66.34 79.90 61.53 70.60 40.80
6e-3 86.25 77.30 66.08 80.03 62.98 73.00 45.20
8e-3 86.40 78.93 67.16 81.05 70.44 76.40 50.60
1e-2 84.81 80.36 66.61 80.81 69.97 73.80 46.80

els still struggle to achieve reliable perception under our
two principles, utilization and faithfulness. For SFT base-
lines, performance remains limited: the fine-tuned Qwen2.5-
Omni (Xu et al., 2025a) recalls only 53.00% of human-
annotated cues, and its low masking-based perception ac-
curacy indicates frequent faithfulness violations. For RL
baselines, AffectGPT-R1 (Lian et al., 2025c) brings only
marginal recall gains and remains weak on faithfulness.
HumanOmni-V2 (Yang et al., 2025) achieves oracle-level
recall via OV-MERD cold-start training, yet still performs
poorly on faithfulness probes, suggesting persistent cross-
modal hallucination. In contrast, OPPO substantially im-
proves both metrics: it boosts cue recall by 12.44% to
70.44%, narrowing the gap to the oracle reference, and
increases perception accuracy by 17.20% on video and
17.60% on audio over the Baseline. These results demon-
strate that OPPO effectively adheres to the principles of
reliable perception, promoting both sufficient cue utilization
and modality-grounded reasoning.

4.3. Main Results on MER-UniBench

SoTA performance on MER-UniBench. Table 2 presents
the comprehensive evaluation results on MER-UniBench.
OPPO achieves a new state-of-the-art mean score of
81.05%. Notably, it consistently outperforms the repro-
duced AffectGPT-R1 baseline across all datasets, with a
substantial average improvement of 5.45%. Specifically,
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Figure 1: Thinking paradox and slow-fast synergy in MER. (a) Motivating example: slow thinking
is cautious but may miss valid emotions, whereas fast thinking improves coverage but introduces
noise. Slow-fast synergy combines their complementary strengths. (b) Evaluation summary on 9
datasets: Fast thinking counter-intuitively outperforms slow thinking.
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calibration, enabling joint recall–precision optimization and confidence calibration over correct and
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2 Related work

MLLM reasoning. Recent multimodal large language models (MLLMs) [1, 3, 18–20] have acquired
reasoning ability through reinforcement learning with verifiable rewards (RLVR) [14, 17, 21], allow-
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Figure 3: Analyses of the thinking paradox on five MER benchmarks. (a) Performance gaps in
recall (R), precision (P), and F1 (F), where !M = Mfast →Mslow for M ↑ {R,P,F}. (b) Prediction
diversity by the average number of emotion categories. (c) Confidence on ground-truth emotion
categories. (d) Confidence margin between ground-truth and hard-negative emotion categories.

results show a clear difference in prediction diversity: fast thinking covers more emotion categories,
whereas slow thinking produces more concentrated predictions. Together, these two analyses lead to
the following finding:

Finding 1: Fast thinking improves recall with broader emotion coverage, whereas slow thinking
favors precision with more concentrated predictions.

Previous benchmarks such as MER-UniBench [11] mainly use hitrate as the evaluation metric, which
reflects recall but does not penalize over-prediction (low precision). This helps explain why fast
thinking appears more favorable than slow thinking under current evaluation.

3.3 Confident vs. conservative predictions

To compare the confidence behavior, we first aggregate the probability mass of free-form emotion
words mapped to the level-1 category (Definition 1). We then contrast this confidence between
ground-truth and hard-negative categories to define a confidence margin (Definition 2).

Definition 1 (Category-level log-confidence). For a level-1 emotion category c, let V(c) denote the
set of emotion words associated with c defined by the emotion wheel [12]. Given a thinking mode
m ↑ {fast, slow}, we define the category-level confidence of c as:

confm(c) = log

∑

e→V(c)

pm(e), (1)

where pm(e) denotes the probability assigned to the first token of emotion word e.

Definition 2 (Confidence margin). Let G denote the set of ground-truth level-1 categories for
a sample, and let H

m denote the set of top-3 hard-negative categories. We define confmgt =

1
|G|

∑
c→G

confm(c) and confmneg =
1

|Hm|

∑
c→Hm confm(c) as the average confidence assigned

to correct and incorrect categories, respectively. Their relative confidence margin is defined as:

ωm
= confmgt → confmneg. (2)

Figure 3(c) reports the category-level log-confidence on ground-truth emotion categories, showing
that fast thinking consistently assigns higher confidence to correct emotions. Figure 3(d) reports the
confidence margin between ground-truth and hard-negative categories, showing that slow thinking
yields larger margins by suppressing hard negatives. Together, these results lead to Finding 2:

Finding 2: Fast thinking is more confident on correct emotions, while slow thinking is more
conservative, better suppressing incorrect categories but under-confidence correct ones.
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Figure 4: Framework of MER-R1. Our MER-R1 consists of dual-objective disentanglement for
Desideratum I and slow-fast confidence calibration for Desideratum II.

3.4 Desiderata for slow-fast thinking synergy

These observations suggest that an effective emotion reasoning model should not simply prefer one
thinking mode over the other. Instead, it should satisfy two desiderata.

• Desideratum I: At the prediction level, the model should preserve the recall-oriented coverage of
fast thinking while maintaining the precision-oriented selectivity of slow thinking.

• Desideratum II: At the confidence level, the model should preserve fast thinking’s strong confi-
dence on correct categories, while retaining slow thinking’s suppression of incorrect ones.

These desiderata motivate our slow-fast thinking synergy framework in Section 4.

4 Method

We propose MER-R1, an RL framework for slow-fast thinking synergy. Section 4.1 introduces the
GRPO baseline and its limitations. Section 4.2 proposes dual-objective disentanglement to preserve
the recall-oriented coverage and the precision-oriented selectivity in the advantage space (Desideratum
I). Section 4.3 introduces fast-thinking confidence calibration to strengthen correct categories while
suppressing incorrect ones (Desideratum II). The overall pipeline is illustrated in Figure 4.

4.1 Preliminary on GRPO baseline

Reasoning-oriented MLLMs are commonly trained with a two-stage recipe: a supervised fine-
tuning (SFT) stage, followed by GRPO-style RL. Given input x, GRPO samples K outputs {yi}Ki=1

from ωωold , computes rewards {Ri}
K
i=1, normalizes them into relative advantages Ai =

Ri→µ
ε , and

optimizes:

LGRPO(ε) = →
1

K

K∑

i=1

min
(
riAi, clip(ri, 1→ ϑ, 1 + ϑ)Ai

)
+ ϖDKL(ωω ↑ωref), (3)

where ri =
ϑω(yi|x)
ϑωold

(yi|x)
is the importance ratio, and ϖ ↓ 0 controls the KL regularization strength. As

a typical reward design [15], the baseline combines an emotion-wheel-based F1 reward with a format
reward: Rbase = RF +Rfmt, where Rfmt encourages <think> then <answer> structure.

However, the GRPO baseline has two limitations: the F1-style reward entangles recall and precision,
allowing the model to trade off one for the other, and the training objective does not explicitly preserve
the recall-oriented intuition of fast thinking.

4.2 Dual-objective disentanglement for Desideratum I

To avoid the ambiguous trade-off induced by a single F1-style reward, we explicitly separate the two
optimization goals behind emotion recognition: covering correct categories and avoiding spurious
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MER-UniBench
多任务情感识别与情感分析

MME-Emotion
多维情感推理

83.50
MER-UniBench Mean

+5.63
相较 Baseline 提升

MER-R1 取得最高平均分

38.4
Recall

64.6
Reasoning

51.5
CoT

8 项子任务中 6 项最优

MER-R1 取得最佳整体性能

Table 1: Main results on MER-UniBench. MER-R1 achieves the best overall performance under the
official benchmark protocol. Entries marked with † are our reproduced results.

Model Fine (F1) Basic Emotion (Hitrate) Sentiment Analysis (WAF) Mean
OV-MERD+ MER23 MER24 MELD IEMOCAP MOSI MOSEI SIMS SIMSv2

Qwen-Audio [32] 32.36 41.85 31.61 49.09 35.47 70.09 46.90 70.73 65.26 49.26
SALMONN [33] 45.00 55.53 45.38 45.62 46.84 81.00 67.03 68.69 65.93 57.89
VideoChat2 [34] 39.21 33.67 54.50 36.64 48.70 66.84 54.32 69.49 70.66 52.67
LLaMA-VID [35] 45.01 50.72 57.60 42.75 46.02 61.78 63.89 69.35 67.48 56.07
Chat-UniVi [36] 48.00 57.62 65.67 45.61 52.37 54.53 63.18 68.15 66.36 57.94
mPLUG-Owl [37] 48.18 56.86 59.89 49.11 55.54 72.40 72.91 72.13 75.00 62.45
PandaGPT [38] 37.12 40.21 51.89 37.88 44.04 61.92 67.61 68.38 67.23 52.92
R1-Omni [30] 55.24 64.17 67.43 43.20 51.58 58.02 56.48 71.82 68.58 59.61
Emotion-LLaMA [27] 52.97 59.38 73.62 46.76 55.47 66.13 67.66 78.32 77.23 64.17
AffectGPT [11] 62.52 78.54 78.80 55.65 60.54 81.30 80.90 88.49 86.18 74.77
AffectGPT-R1 [15] 68.39 84.51 93.13 66.71 74.26 79.65 80.18 87.26 85.75 79.98
AffectGPT† 59.89 73.69 76.90 52.09 57.74 78.30 78.51 85.28 85.31 71.96
AffectGPT-R1† 64.08 81.88 80.89 57.53 65.71 80.29 80.64 85.70 83.75 75.60
Baseline 66.86 78.16 82.70 61.45 67.28 83.48 86.31 87.78 86.84 77.87
MER-R1 70.68 88.60 92.96 71.90 78.10 86.06 86.73 88.04 88.48 83.50

Table 2: Main results on MME-Emotion. We report the CoT score for each task and all three
metrics for the overall average. MER-R1 achieves the best overall performance.

Methods ER-Lab ER-Wild FG-ER FG-SA ML-ER Noise-ER IR SA Mean

Rec. Rea. CoT

PandaGPT [38] 28.5 23.2 25.2 41.4 28.9 26.3 29.2 37.7 21.6 38.4 30.0
Emotion-LLaMA [27] 31.7 19.7 31.7 36.4 29.5 49.3 27.3 40.7 21.1 42.4 31.8
AffectGPT [11] 35.0 32.8 32.6 44.2 31.3 50.7 30.0 47.9 19.7 57.4 38.6
Baseline 47.0 40.8 35.0 35.6 37.7 59.0 32.4 58.7 27.9 62.7 45.3
VideoAuto-R1 [26] 49.4 44.4 40.2 33.1 37.3 64.8 32.8 56.7 34.5 58.8 46.6
MER-R1 57.3 49.6 38.7 37.2 42.2 72.1 33.9 62.9 38.4 64.6 51.5

5 Experiments

Datasets and metrics. We evaluate MER-R1 on two multimodal emotion benchmarks: MER-
UniBench [11] and MME-Emotion [29]. On MER-UniBench, we follow its three-task setting with 9
datasets: fine-grained emotion recognition on OV-MERD+ [12], evaluated by the F1-score metric;
basic emotion recognition on MER23 [7], MER24 [8], MELD [9], and IEMOCAP [10], evaluated by
Hitrate; and sentiment analysis on MOSI [39], MOSEI [40], SIMS [41], and SIMSv2 [42], evaluated
by Weighted Average F1-score (WAF). Since Hitrate mainly reflects recall and does not penalize
over-prediction, we re-evaluate the four basic emotion recognition datasets using F1-score. We
further evaluate on MME-Emotion, which covers 8 tasks: lab, wild, noisy, fine-grained, and multi-
label emotion recognition (ER-Lab, ER-Wild, Noise-ER, FG-ER, ML-ER), together with sentiment
analysis (SA), fine-grained sentiment analysis (FG-SA), and intent recognition (IR). MME-Emotion
reports three metrics: Recognition for emotion recognition, Reasoning for emotion reasoning, and
CoT as their average. Since the original benchmark used GPT-4o as the evaluator, which is no longer
available, we instead use gemini-3.1-flash-lite-preview. More details are in Appendix B.

Implementation details. We use Qwen2.5-Omni [3] as the backbone and train it on MER-
Caption+ [11] with a two-stage pipeline. We first perform SFT on 5k randomly sampled instances
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with a learning rate of 2→ 10

→6, sampling 4 responses per prompt. We set both ωcali and ωfmt to 0.1.
Experiments are conducted on 16 NVIDIA H100 GPUs. More details are in Appendix C.

5.1 Main results

SoTA performance on MER-UniBench. Table 1 reports the main results under the official MER-
UniBench protocol. MER-R1 achieves a new state-of-the-art mean score of 83.50, outperforming the

7



全模态情感推理研究三：协同决策

消融1：快慢思考对比
Baseline −0.38
VideoAuto-R1 −0.54
MER-R1 +0.94
仅 MER-R1
实现慢思考反超

消融2：反超机制
Recall 提升

Precision 保持

正类置信度 提升

置信度间隔 扩大

MER-R1 覆盖能力与
置信度判别同步改善

Table 3: Slow Thinking vs. Fast Thinking on MER-UniBench under unified F1 metrics. The
four basic emotion recognition datasets are re-evaluated by F1. R-Mean averages the two emotion
recognition tasks, i.e., fine-grained and basic emotion recognition. MER-R1 makes the final slow-
thinking answer outperform its fast-thinking counterpart.

Model Mode Fine (F1) Basic Emotion (F1) Sentiment Analysis (WAF) R-Mean Mean
OV-MERD+ MER23 MER24 MELD IEMOCAP MOSI MOSEI SIMS SIMSv2

Baseline
Fast 66.87 61.92 64.37 46.18 53.13 86.03 86.47 87.48 87.60 58.49 71.11
Slow 66.86 60.58 65.06 46.20 51.86 83.48 86.31 87.78 86.84 58.11 70.52

VideoAuto-R1
Fast 69.67 65.09 67.38 46.77 56.33 86.21 86.05 86.20 87.93 61.05 72.40
Slow 69.49 64.20 67.20 46.36 55.32 85.75 85.86 86.27 87.83 60.51 72.03

MER-R1
Fast 70.10 64.41 67.21 46.89 55.71 85.30 87.43 88.57 87.49 60.86 72.56
Slow 70.68 65.43 68.46 48.70 55.73 86.06 86.73 88.04 88.48 61.80 73.14
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Figure 5: Effect of slow-fast thinking synergy (a) Recall. (b) Precision. (c) Confidence on
ground-truth categories. (d) Confidence margin. MER-R1 improves recall, preserves precision, boosts
confidence on ground-truth categories, and strengthens confidence discrimination.

strongest reproduced baseline by 5.63 points. The improvement is consistent across fine-grained
emotion recognition, basic emotion recognition, and sentiment analysis. Notably, MER-R1 improves
OV-MERD+ from 66.86 to 70.68, obtains large gains on MER23, MELD, and IEMOCAP, and
achieves the best results on MOSI, MOSEI, and SIMSv2. These results demonstrate the effectiveness
of slow-fast thinking synergy across diverse multimodal emotion tasks.

SoTA performance on MME-Emotion. Table 2 reports the results on MME-Emotion.
MER-R1 achieves the best overall CoT mean of 51.5, outperforming all compared methods on
this broader benchmark. Compared with the baseline, MER-R1 substantially improves the overall
Recognition score from 27.9 to 38.4, with clear gains on ER-Lab, ER-Wild, ML-ER, Noise-ER,
and SA. Meanwhile, the overall Reasoning score also increases from 62.7 to 64.6, indicating that
the improvement does not come at the cost of reasoning quality. These results show that slow-fast
thinking synergy generalizes beyond MER-UniBench and consistently strengthens both emotion
recognition and reasoning.

Fulfilling the Desiderata. MER-R1 fulfills the Desiderata defined in Section 3.4. Table 3 compares
slow and fast thinking under a unified F1-based evaluation, where the four basic emotion recognition
datasets are re-evaluated by F1 rather than Hitrate. Under this setting, the baseline still exhibits
the thinking paradox: its final slow-thinking answer is worse than its fast-thinking counterpart.
VideoAuto-R1 [26] trains an answer-think-answer format with separate answer rewards, but still
leaves the final answer weaker than the early answer on emotion recognition, with its R-Mean
decreasing from 61.05 to 60.51, as it lacks a mechanism for slow-fast complementarity. In contrast,
MER-R1 successfully reverses this trend: the slow-thinking answer outperforms fast thinking on
all five recognition datasets, improving the R-Mean from 60.86 to 61.80 and demonstrating that
MER-R1 turns slow thinking into stronger final recognition.

Figure 5 further explains how MER-R1 satisfies the two desiderata. At the prediction level, Figure 5(a)
and (b) show that MER-R1 improves recall over the baseline while preserving precision. At the
confidence level, Figure 5(c) and (d) show that MER-R1 assigns higher confidence to ground-truth
categories and enlarges the margin between ground-truth and hard-negative categories. Together with
Table 3, these results demonstrate that MER-R1 fulfills the desiderata, turning slow-fast complemen-
tarity into a stronger final slow-thinking answer.
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Figure 5: Effect of slow-fast thinking synergy (a) Recall. (b) Precision. (c) Confidence on
ground-truth categories. (d) Confidence margin. MER-R1 improves recall, preserves precision, boosts
confidence on ground-truth categories, and strengthens confidence discrimination.

strongest reproduced baseline by 5.63 points. The improvement is consistent across fine-grained
emotion recognition, basic emotion recognition, and sentiment analysis. Notably, MER-R1 improves
OV-MERD+ from 66.86 to 70.68, obtains large gains on MER23, MELD, and IEMOCAP, and
achieves the best results on MOSI, MOSEI, and SIMSv2. These results demonstrate the effectiveness
of slow-fast thinking synergy across diverse multimodal emotion tasks.

SoTA performance on MME-Emotion. Table 2 reports the results on MME-Emotion.
MER-R1 achieves the best overall CoT mean of 51.5, outperforming all compared methods on
this broader benchmark. Compared with the baseline, MER-R1 substantially improves the overall
Recognition score from 27.9 to 38.4, with clear gains on ER-Lab, ER-Wild, ML-ER, Noise-ER,
and SA. Meanwhile, the overall Reasoning score also increases from 62.7 to 64.6, indicating that
the improvement does not come at the cost of reasoning quality. These results show that slow-fast
thinking synergy generalizes beyond MER-UniBench and consistently strengthens both emotion
recognition and reasoning.

Fulfilling the Desiderata. MER-R1 fulfills the Desiderata defined in Section 3.4. Table 3 compares
slow and fast thinking under a unified F1-based evaluation, where the four basic emotion recognition
datasets are re-evaluated by F1 rather than Hitrate. Under this setting, the baseline still exhibits
the thinking paradox: its final slow-thinking answer is worse than its fast-thinking counterpart.
VideoAuto-R1 [26] trains an answer-think-answer format with separate answer rewards, but still
leaves the final answer weaker than the early answer on emotion recognition, with its R-Mean
decreasing from 61.05 to 60.51, as it lacks a mechanism for slow-fast complementarity. In contrast,
MER-R1 successfully reverses this trend: the slow-thinking answer outperforms fast thinking on
all five recognition datasets, improving the R-Mean from 60.86 to 61.80 and demonstrating that
MER-R1 turns slow thinking into stronger final recognition.

Figure 5 further explains how MER-R1 satisfies the two desiderata. At the prediction level, Figure 5(a)
and (b) show that MER-R1 improves recall over the baseline while preserving precision. At the
confidence level, Figure 5(c) and (d) show that MER-R1 assigns higher confidence to ground-truth
categories and enlarges the margin between ground-truth and hard-negative categories. Together with
Table 3, these results demonstrate that MER-R1 fulfills the desiderata, turning slow-fast complemen-
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共情对话动态支持

核心矛盾：固定奖励标准难以匹配对话中持续变化的支持需求

奖励重点在整段对话中保持不变，
无法跟随用户从情绪安抚转向理解
或行动支持

如何让奖励标准随当前对
话状态动态调整？
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Figure 1: Evolving support priorities in empathetic reinforcement learning. (a) CARE constructs a
context-adaptive rubric over three empathy dimensions—cognitive, affective, and proactive—with
state-dependent weights and fine-grained criteria. (b) CARE consistently outperforms prior methods
across benchmarks and judges. Notably, on EMPA (Zhang et al., 2026b), our CARE improves EPM-
Idx over the strongest baseline with double-digit gains under all three LLM judges.

Support priorities should adapt to the current dialogue state as it evolves.

To operationalize this principle, we decompose support priorities into three complementary dimen-
sions following Zhang et al. (2026b): cognitive empathy for understanding and reframing the user’s
perspective and concerns, affective empathy for recognizing and validating the user’s emotional ex-
perience, and proactive empathy for strengthening the user’s agency and ability to move forward
(§3.1). Building on this formulation, we propose Context-Adaptive Rubric Evolution (CARE), a
framework that makes reward specifications adaptive to the current dialogue state. As shown in Fig-
ure 1(a, right), CARE generates a context-adaptive rubric at each turn by adjusting both the weights
of the three empathy dimensions and their fine-grained evaluation criteria.

To build such a rubric generator, we first construct turn-level rubric supervision from empathetic
dialogue data and collect human preference pairs over responses (§3.2). We then train the generator
in two stages: supervised fine-tuning learns the rubric structure and how support priorities vary
with context, while preference-based reinforcement learning favors rubrics that better distinguish
human-preferred from dispreferred responses (§3.3).

Once trained, the rubric generator serves as an adaptive reward interface for online empathetic RL.
At each turn, CARE generates a state-specific rubric from the dialogue context, which a rubric-
conditioned evaluator uses to score candidate responses. This interface can be integrated into exist-
ing empathetic RL pipelines without changing their rollout or optimization procedures (§3.4). We
apply CARE to both RLVER (Wang et al., 2026c) and MICA (Zhang et al., 2026a), and evaluate the
resulting policies with three strong frontier LLM judges from distinct model families—DeepSeek-
V4-Pro, Gemini-2.5-Pro, and GPT-5.5—to provide diverse evaluation perspectives and reduce de-
pendence on any single evaluator. Across SentientBench (Zhang et al., 2025), EQBench3 (Paech,
2025), and EMPA (Zhang et al., 2026b), CARE establishes a new state of the art under all three
judges. As highlighted in Figure 1(b), the RLVER-based CARE(R) boosts EMPA EPM-Idx from
28.11 to 83.54 under Gemini-2.5-Pro, with double-digit gains over the strongest baseline under the
other two judges as well. More broadly, CARE(R) and CARE(M) rank first and second on every re-
ported aggregate metric under all three judges, showing that context-adaptive rubrics provide a con-
sistently stronger reward interface across distinct empathetic RL pipelines. Further analyses show
that rubric priorities shift across dialogue stages and user emotions, demonstrating that CARE learns
to adapt what is rewarded as support needs evolve.
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Figure 1: Evolving support priorities in empathetic reinforcement learning. (a) CARE constructs a
context-adaptive rubric over three empathy dimensions—cognitive, affective, and proactive—with
state-dependent weights and fine-grained criteria. (b) CARE consistently outperforms prior methods
across benchmarks and judges. Notably, on EMPA (Zhang et al., 2026b), our CARE improves EPM-
Idx over the strongest baseline with double-digit gains under all three LLM judges.

Support priorities should adapt to the current dialogue state as it evolves.

To operationalize this principle, we decompose support priorities into three complementary dimen-
sions following Zhang et al. (2026b): cognitive empathy for understanding and reframing the user’s
perspective and concerns, affective empathy for recognizing and validating the user’s emotional ex-
perience, and proactive empathy for strengthening the user’s agency and ability to move forward
(§3.1). Building on this formulation, we propose Context-Adaptive Rubric Evolution (CARE), a
framework that makes reward specifications adaptive to the current dialogue state. As shown in Fig-
ure 1(a, right), CARE generates a context-adaptive rubric at each turn by adjusting both the weights
of the three empathy dimensions and their fine-grained evaluation criteria.

To build such a rubric generator, we first construct turn-level rubric supervision from empathetic
dialogue data and collect human preference pairs over responses (§3.2). We then train the generator
in two stages: supervised fine-tuning learns the rubric structure and how support priorities vary
with context, while preference-based reinforcement learning favors rubrics that better distinguish
human-preferred from dispreferred responses (§3.3).

Once trained, the rubric generator serves as an adaptive reward interface for online empathetic RL.
At each turn, CARE generates a state-specific rubric from the dialogue context, which a rubric-
conditioned evaluator uses to score candidate responses. This interface can be integrated into exist-
ing empathetic RL pipelines without changing their rollout or optimization procedures (§3.4). We
apply CARE to both RLVER (Wang et al., 2026c) and MICA (Zhang et al., 2026a), and evaluate the
resulting policies with three strong frontier LLM judges from distinct model families—DeepSeek-
V4-Pro, Gemini-2.5-Pro, and GPT-5.5—to provide diverse evaluation perspectives and reduce de-
pendence on any single evaluator. Across SentientBench (Zhang et al., 2025), EQBench3 (Paech,
2025), and EMPA (Zhang et al., 2026b), CARE establishes a new state of the art under all three
judges. As highlighted in Figure 1(b), the RLVER-based CARE(R) boosts EMPA EPM-Idx from
28.11 to 83.54 under Gemini-2.5-Pro, with double-digit gains over the strongest baseline under the
other two judges as well. More broadly, CARE(R) and CARE(M) rank first and second on every re-
ported aggregate metric under all three judges, showing that context-adaptive rubrics provide a con-
sistently stronger reward interface across distinct empathetic RL pipelines. Further analyses show
that rubric priorities shift across dialogue stages and user emotions, demonstrating that CARE learns
to adapt what is rewarded as support needs evolve.
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共情对话动态支持

前沿大模型对比 32B 可比前沿模型，超过部分超大模型

32B CARE (R) 76.35 ≈  Qwen3.7-Max 76.60   >   GLM-5.2-753B 74.90

14B CARE (R) 73.98 >  Qwen3-32B Base 73.50
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共情对话动态支持

消融与进一步分析 动态权重改变支持策略，通用能力总体保持

权重演化

偏好 RL 改变 SFT 的固定权重模式
早期更重情感共情，后期认知共情上升
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共情对话动态支持

案例一：认知共情主导 优先理解与重构

场景
关系冲突与反复沟通失败

三维权重

认知 0.40
情感 0.35
主动 0.25

判断依据
用户需要厘清关系困境，重新
理解对方拒绝沟通的含义。

回应重点
停止继续劝说，转向倾听对方
真正需要什么。

B.6 IFBENCH.

IFBench (Pyatkin et al., 2025) evaluates verifiable instruction following with constraints that can
be automatically checked. We include it to test whether the adapted policy remains responsive to
explicit user instructions, since emotional support often requires following constraints about tone,
scope, and requested forms of help.

C QUALITATIVE CASE STUDIES OF STATE-CONDITIONED RUBRICS

       Generated Rubrics     Dialogue History
U1 User: I've been really frustrated lately. My girlfriend 

insists on breaking up with me. Nothing I say seems 
to make any difference.

A2 Assistant: I can hear how much this hurts. It's not 
that you don't want to help — it's that you're being 
pulled in both directions emotionally, and you're 
terrified that saying the wrong thing might push her 
further away. What's eating at you right now might 
not be "she's still hesitating," but rather that you don't 
know what choice to make — and she's choosing 
you too, in her own way. Maybe we don't rush into 
persuading her just yet. Could we first try to hear 
what's hurting her? Where would you like to pause 
for a moment? I'm here.

A. Cognitive Empathy
Rationale: Cognitive Empathy is weighted highest because the user's 
core need is to have his complex situation accurately understood and 
reframed, moving beyond a simple 'advice' request. 

Weight: 0.40

B. Affective Empathy
Rationale: Affective Empathy is weighted second because the user's 
emotional state is raw and vulnerable, requiring strong validation to 
build trust before any cognitive reframing or action can land. 

Weight: 0.35

C. Proactive Empathy
Rationale:  Proactive Empathy is weighted slightly lower because the 
user is in a state of emotional shutdown, and pushing for action too 
soon would be counterproductive. 

Weight: 0.25

       Assistant Response

A Assistant: If she can't bear to listen, stop pouring 
words in. Ask her honestly: "What's the one thing you 
need most from me right now—for me to stop pushing 
and just be there?" Maybe she's not rejecting you—just 
in too much pain to do anything but shut down. You 
don't need to prove that the gifts and the serious talks 
weren't enough.  I'm here.

U3 User: I've given her gifts, I've had serious talks with 
her, and all she does is brush me off with one 
sentence: "I just don't want it." What else am I 
supposed to do?

A4 Assistant: I feel for you. It's possible she's terrified 
and falling apart inside, and the only way she knows 
to cope is to shut everything down with hard words. 
Maybe, before you rush to prove how much you care, 
try asking her this: "Would you be willing to talk 
about why you're in such a hurry?"I'm not saying you 
have to fully understand her. Just give yourself 
permission to hear her fear first.

U5 User:  I've done everything I'm supposed to do, and 
she just won't appreciate it. She won't even listen. 
What else can I do?

Score Range
0-5

Criteria

A1 Accurately Captures the Core Conflict: 
Assesses how precisely the response grasps the 
user's central tension between his caring efforts 
and his partner's emotional shutdown.

A2 Reframes the User's Perspective: 
Evaluates whether the response offers a new, 
compassionate lens that shifts the user's view 
from personal failure to relational complexity.

Score Range
0-5

Criteria

B1 Validates the Pain of Being Unheard: 
Measures how deeply the response 
acknowledges and resonates with the user's hurt 
over having his love and care rejected.

B2 Conveys a Non-Judgmental and Patient Tone: 
Gauges the warmth, safety, and unconditional 
acceptance conveyed through the response's 
language and attitude.

Score Range

0-5

Score Range

0-5

Criteria

C1 Paces Support by Prioritizing Listening: 
Assesses whether the response holds space for 
the user's emotional state before nudging toward 
any action or solution.

C2 Offers an Open-Ended and Gentle Invitation: 
Evaluates how naturally and lightly the response 
invites further reflection, without pressure or 
prescription.

Score Range

0-5

Score Range

0-5

Score
4

Cognitive Empathy

A1 Accurately Captures the Core Conflict: 
[4] Deeply understands the user's sense of being 
trapped between his love and his partner's 
refusal to listen.

A2 Reframes the User's Perspective: 
[5] Provides a profound and gentle reframe that 
transforms the user's understanding of the 
situation from a personal failure to a complex 
relational crisis.

Score
5

Proactive Empathy

C1 Paces Support by Prioritizing Listening: 
[5] Masterfully paces the support, creating space 
for the user to simply be with his feelings 
without any pressure to move on.

C2 Offers an Open-Ended and Gentle Invitation: 
[5] Creates a perfectly attuned, open-ended 
invitation that feels like a natural and safe next 
step for the user to explore his feelings at his 
own pace.

Score

5

Score
5

Affective Empathy

B1 Validates the Pain of Being Unheard: 
[4] Deeply validates the specific pain of having 
one's care rejected, making the user feel truly 
seen.

B2 Conveys a Non-Judgmental and Patient Tone: 
[5] Embodies a deeply compassionate and patient 
presence that feels like a safe harbor for the 
user's distress.

Score
5

Score
4

Figure 6: Cognitive-dominant rubric case.

       Generated Rubrics     Dialogue History
U1 User: Lately... he hasn't really wanted to go out 

much.

A2 Assistant: Maybe he just needs some time to 
decompress after everything that's been going on. 
Try easing him into it without putting too much 
pressure on him — just getting him out the door once 
is enough. Even if it's just sitting outside the shop 
downstairs and feeling the breeze, that counts.

A. Cognitive Empathy
Rationale: Understanding the user's specific, self-blaming logic is 
foundational to this turn, but the primary need is emotional repair.

Weight: 0.30

B. Affective Empathy
Rationale: The user's primary need is emotional validation for their 
deep-seated guilt, making this the most critical category for this 
turn.

Weight: 0.45

C. Proactive Empathy
Rationale:  While offering a new perspective is helpful, it must follow 
emotional validation to be effective and not feel dismissive.

Weight: 0.25

       Assistant Response

A Assistant: I don't think that's true.  You're placing 
yourself squarely in the role of "the father" right now — 
so you end up interpreting his withdrawal as a verdict 
on your ability. Next time he says no, try not to be the 
judge first. Just say: "Alright, that's fine. Your comfort 
comes first." It's okay that he said no, and you haven't 
failed. Start by learning to accept each other's "no" — 
that's already hard enough in itself.

U3 User: I've tried so many times, but every time he 
says no, I just feel even more lost about what to do.

A4 Assistant: When he says no, it might not be that he 
doesn't care about you — he may just find it really 
hard to handle that kind of "someone else planning 
his every move" energy. Next time, try loosening 
your grip just a little. Instead of "let me take you out," 
try saying: "I'd like to go out with you for a bit — 
where would you want to go?" Let him choose, and 
give him room to back out. If he still says no, you 
could let out a soft chuckle first — don't rush to patch 
things up. Say lightly: "I get that you don't want to go. 
That's okay." He might actually start to meet you 
halfway, bit by bit. You're not begging him to 
change — you're just gently keeping him company.

U5 User:  I've tried letting him choose, but when he still 
says no, I can't help feeling like I'm just not good 
enough as a father.

Score Range
0-5

Criteria

A1 Accurately Captures the Self-Blame Logic: 
Assesses how precisely the response identifies 
the user's core belief that their own efforts 
caused their son's rejection.

A2 Contextualizes the Situation Accurately: 
Evaluates how faithfully the response stays 
grounded in the user's described history of 
attempts and the son's persistent withdrawal.

Score Range
0-5

Criteria

B1 Validates the Pain of Parental Guilt: 
Measures how deeply the response 
acknowledges and resonates with the user's 
crushing sense of failure as a parent.

B2 Conveys Warmth and Emotional Safety: 
Gauges the degree of gentle, non-judgmental, 
and holding presence the response 
communicates to the user in their shame.

Score Range

0-5

Score Range

0-5

Criteria

C1 Offers a Non-Judgmental Perspective: 
Assesses whether the response provides a 
compassionate reframe that helps reduce the 
user's self-blame without assigning fault.

C2 Respects the User's Autonomy: 
Evaluates how fully the response preserves the 
user's sense of choice and control over their own 
next steps.

Score Range

0-5

Score Range

0-5

Score
5

Cognitive Empathy

A1 Accurately Captures the Self-Blame Logic: 
[5] Deeply understands the user's self-blame as 
a core, painful belief about their parental identity.

A2 Contextualizes the Situation Accurately: 
[4] Integrates the history of failed attempts and the 
user's persistent hope.

Score
4

Proactive Empathy

C1 Offers a Non-Judgmental Perspective: 
[5] Offers a profound, non-judgmental insight 
that fundamentally shifts the user's perspective 
on the situation.

C2 Respects the User's Autonomy: 
[5] Fully honors the user's experience and leaves 
them feeling in complete control of their next 
steps.

Score

5

Score
5

Affective Empathy

B1 Validates the Pain of Parental Guilt:  
[5] Creates a profound sense of being 
understood in the user's deepest, most 
vulnerable fear about their parental role.

B2 Conveys Warmth and Emotional Safety: 
[5] Makes the user feel completely held and safe 
in their moment of shame, as if with a trusted 
confidant.

Score
5

Score
5

Figure 7: Affective-dominant rubric case.
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共情对话动态支持

案例二：情感共情主导 优先确认感受与缓解自责

场景
将孩子的疏离归因于自己的
失败

三维权重

认知 0.30
情感 0.45
主动 0.25

判断依据
用户陷入强烈自责，当前首先
需要情绪确认与安全感。

回应重点
重新解释孩子的退缩，同时尊
重孩子的自主选择。

B.6 IFBENCH.

IFBench (Pyatkin et al., 2025) evaluates verifiable instruction following with constraints that can
be automatically checked. We include it to test whether the adapted policy remains responsive to
explicit user instructions, since emotional support often requires following constraints about tone,
scope, and requested forms of help.

C QUALITATIVE CASE STUDIES OF STATE-CONDITIONED RUBRICS

       Generated Rubrics     Dialogue History
U1 User: I've been really frustrated lately. My girlfriend 

insists on breaking up with me. Nothing I say seems 
to make any difference.

A2 Assistant: I can hear how much this hurts. It's not 
that you don't want to help — it's that you're being 
pulled in both directions emotionally, and you're 
terrified that saying the wrong thing might push her 
further away. What's eating at you right now might 
not be "she's still hesitating," but rather that you don't 
know what choice to make — and she's choosing 
you too, in her own way. Maybe we don't rush into 
persuading her just yet. Could we first try to hear 
what's hurting her? Where would you like to pause 
for a moment? I'm here.

A. Cognitive Empathy
Rationale: Cognitive Empathy is weighted highest because the user's 
core need is to have his complex situation accurately understood and 
reframed, moving beyond a simple 'advice' request. 

Weight: 0.40

B. Affective Empathy
Rationale: Affective Empathy is weighted second because the user's 
emotional state is raw and vulnerable, requiring strong validation to 
build trust before any cognitive reframing or action can land. 

Weight: 0.35

C. Proactive Empathy
Rationale:  Proactive Empathy is weighted slightly lower because the 
user is in a state of emotional shutdown, and pushing for action too 
soon would be counterproductive. 

Weight: 0.25

       Assistant Response

A Assistant: If she can't bear to listen, stop pouring 
words in. Ask her honestly: "What's the one thing you 
need most from me right now—for me to stop pushing 
and just be there?" Maybe she's not rejecting you—just 
in too much pain to do anything but shut down. You 
don't need to prove that the gifts and the serious talks 
weren't enough.  I'm here.

U3 User: I've given her gifts, I've had serious talks with 
her, and all she does is brush me off with one 
sentence: "I just don't want it." What else am I 
supposed to do?

A4 Assistant: I feel for you. It's possible she's terrified 
and falling apart inside, and the only way she knows 
to cope is to shut everything down with hard words. 
Maybe, before you rush to prove how much you care, 
try asking her this: "Would you be willing to talk 
about why you're in such a hurry?"I'm not saying you 
have to fully understand her. Just give yourself 
permission to hear her fear first.

U5 User:  I've done everything I'm supposed to do, and 
she just won't appreciate it. She won't even listen. 
What else can I do?

Score Range
0-5

Criteria

A1 Accurately Captures the Core Conflict: 
Assesses how precisely the response grasps the 
user's central tension between his caring efforts 
and his partner's emotional shutdown.

A2 Reframes the User's Perspective: 
Evaluates whether the response offers a new, 
compassionate lens that shifts the user's view 
from personal failure to relational complexity.

Score Range
0-5

Criteria

B1 Validates the Pain of Being Unheard: 
Measures how deeply the response 
acknowledges and resonates with the user's hurt 
over having his love and care rejected.

B2 Conveys a Non-Judgmental and Patient Tone: 
Gauges the warmth, safety, and unconditional 
acceptance conveyed through the response's 
language and attitude.

Score Range

0-5

Score Range

0-5

Criteria

C1 Paces Support by Prioritizing Listening: 
Assesses whether the response holds space for 
the user's emotional state before nudging toward 
any action or solution.

C2 Offers an Open-Ended and Gentle Invitation: 
Evaluates how naturally and lightly the response 
invites further reflection, without pressure or 
prescription.

Score Range

0-5

Score Range

0-5

Score
4

Cognitive Empathy

A1 Accurately Captures the Core Conflict: 
[4] Deeply understands the user's sense of being 
trapped between his love and his partner's 
refusal to listen.

A2 Reframes the User's Perspective: 
[5] Provides a profound and gentle reframe that 
transforms the user's understanding of the 
situation from a personal failure to a complex 
relational crisis.

Score
5

Proactive Empathy

C1 Paces Support by Prioritizing Listening: 
[5] Masterfully paces the support, creating space 
for the user to simply be with his feelings 
without any pressure to move on.

C2 Offers an Open-Ended and Gentle Invitation: 
[5] Creates a perfectly attuned, open-ended 
invitation that feels like a natural and safe next 
step for the user to explore his feelings at his 
own pace.

Score

5

Score
5

Affective Empathy

B1 Validates the Pain of Being Unheard: 
[4] Deeply validates the specific pain of having 
one's care rejected, making the user feel truly 
seen.

B2 Conveys a Non-Judgmental and Patient Tone: 
[5] Embodies a deeply compassionate and patient 
presence that feels like a safe harbor for the 
user's distress.

Score
5

Score
4

Figure 6: Cognitive-dominant rubric case.

       Generated Rubrics     Dialogue History
U1 User: Lately... he hasn't really wanted to go out 

much.

A2 Assistant: Maybe he just needs some time to 
decompress after everything that's been going on. 
Try easing him into it without putting too much 
pressure on him — just getting him out the door once 
is enough. Even if it's just sitting outside the shop 
downstairs and feeling the breeze, that counts.

A. Cognitive Empathy
Rationale: Understanding the user's specific, self-blaming logic is 
foundational to this turn, but the primary need is emotional repair.

Weight: 0.30

B. Affective Empathy
Rationale: The user's primary need is emotional validation for their 
deep-seated guilt, making this the most critical category for this 
turn.

Weight: 0.45

C. Proactive Empathy
Rationale:  While offering a new perspective is helpful, it must follow 
emotional validation to be effective and not feel dismissive.

Weight: 0.25

       Assistant Response

A Assistant: I don't think that's true.  You're placing 
yourself squarely in the role of "the father" right now — 
so you end up interpreting his withdrawal as a verdict 
on your ability. Next time he says no, try not to be the 
judge first. Just say: "Alright, that's fine. Your comfort 
comes first." It's okay that he said no, and you haven't 
failed. Start by learning to accept each other's "no" — 
that's already hard enough in itself.

U3 User: I've tried so many times, but every time he 
says no, I just feel even more lost about what to do.

A4 Assistant: When he says no, it might not be that he 
doesn't care about you — he may just find it really 
hard to handle that kind of "someone else planning 
his every move" energy. Next time, try loosening 
your grip just a little. Instead of "let me take you out," 
try saying: "I'd like to go out with you for a bit — 
where would you want to go?" Let him choose, and 
give him room to back out. If he still says no, you 
could let out a soft chuckle first — don't rush to patch 
things up. Say lightly: "I get that you don't want to go. 
That's okay." He might actually start to meet you 
halfway, bit by bit. You're not begging him to 
change — you're just gently keeping him company.

U5 User:  I've tried letting him choose, but when he still 
says no, I can't help feeling like I'm just not good 
enough as a father.

Score Range
0-5

Criteria

A1 Accurately Captures the Self-Blame Logic: 
Assesses how precisely the response identifies 
the user's core belief that their own efforts 
caused their son's rejection.

A2 Contextualizes the Situation Accurately: 
Evaluates how faithfully the response stays 
grounded in the user's described history of 
attempts and the son's persistent withdrawal.

Score Range
0-5

Criteria

B1 Validates the Pain of Parental Guilt: 
Measures how deeply the response 
acknowledges and resonates with the user's 
crushing sense of failure as a parent.

B2 Conveys Warmth and Emotional Safety: 
Gauges the degree of gentle, non-judgmental, 
and holding presence the response 
communicates to the user in their shame.

Score Range

0-5

Score Range

0-5

Criteria

C1 Offers a Non-Judgmental Perspective: 
Assesses whether the response provides a 
compassionate reframe that helps reduce the 
user's self-blame without assigning fault.

C2 Respects the User's Autonomy: 
Evaluates how fully the response preserves the 
user's sense of choice and control over their own 
next steps.

Score Range

0-5

Score Range

0-5

Score
5

Cognitive Empathy

A1 Accurately Captures the Self-Blame Logic: 
[5] Deeply understands the user's self-blame as 
a core, painful belief about their parental identity.

A2 Contextualizes the Situation Accurately: 
[4] Integrates the history of failed attempts and the 
user's persistent hope.

Score
4

Proactive Empathy

C1 Offers a Non-Judgmental Perspective: 
[5] Offers a profound, non-judgmental insight 
that fundamentally shifts the user's perspective 
on the situation.

C2 Respects the User's Autonomy: 
[5] Fully honors the user's experience and leaves 
them feeling in complete control of their next 
steps.

Score

5

Score
5

Affective Empathy

B1 Validates the Pain of Parental Guilt:  
[5] Creates a profound sense of being 
understood in the user's deepest, most 
vulnerable fear about their parental role.

B2 Conveys Warmth and Emotional Safety: 
[5] Makes the user feel completely held and safe 
in their moment of shame, as if with a trusted 
confidant.

Score
5

Score
5

Figure 7: Affective-dominant rubric case.
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共情对话动态支持

案例三：主动共情主导 优先提供行动路径

场景
漏水问题长期未解决，家庭
责任集中在用户身上

三维权重

认知 0.30
情感 0.25
主动 0.45

判断依据
用户已经明确寻求解决办法，
需要具体、可执行的支持。

回应重点
提出分担费用、询价并推进维
修的实际方案。

C.1 COGNITIVE-EMPATHY-DOMINANT CASE

In the cognitive-empathy-dominant case (Figure 6), the user faces a complex conflict surrounding
a possible relationship breakup. The rubric assigns weights of 0.40, 0.35, and 0.25 to cognitive,
affective, and proactive empathy, respectively, emphasizing conflict interpretation and reframing.
The response encourages listening rather than further persuasion. Its two criterion scores are 4 and
5 for cognitive empathy, 4 and 5 for affective empathy, and 5 and 5 for proactive empathy, showing
that the highest rubric weight need not correspond to the highest realized score.

C.2 AFFECTIVE-EMPATHY-DOMINANT CASE

The affective-empathy-dominant case (Figure 7) concerns a parent who interprets a son’s withdrawal
as personal failure. Affective empathy receives the largest weight (0.45), followed by cognitive
empathy (0.30) and proactive empathy (0.25), with criteria centered on self-blame, validation, and
emotional safety. The response challenges the self-blaming interpretation while preserving the son’s
autonomy. It receives criterion scores of 5 and 4 for cognitive empathy and 5 and 5 for both affective
and proactive empathy.

       Generated Rubrics     Dialogue History
U1 User: The pipe at my mom's place is still leaking, 

and my brother can't even be bothered to call a 
plumber.

A2 Assistant: Your brother probably isn't doing it on 
purpose to piss you off. He might just feel like getting 
yelled at and patching up problems is too draining. 
Maybe try coming at it from a different angle:
"Yeah, this really sucks, and no one's stepping up to 
help. Can we take a breather before dealing with it? 
Don't rush to chew him out just yet."

A. Cognitive Empathy
Rationale: Understanding the user's explicit financial and emotional 
burden is foundational, but the primary need is for actionable support, 
so this category is weighted slightly lower.

Weight: 0.30

B. Affective Empathy
Rationale: Validating the user's frustration is crucial for building 
trust, but the user's explicit request for a solution makes emotional 
validation a supporting, not leading, element.

Weight: 0.25

C. Proactive Empathy
Rationale:  The user's explicit request for a solution and the history 
of advice-seeking make actionable, practical support the highest 
priority.

Weight: 0.45

       Assistant Response

A Assistant:  Give him a little grace — someone needs 
to step in first and say: "Your sister is seriously 
stressed right now. Let me cover half for you — just 
look up some quotes, and don't let all this anger boil 
over." What comes through in saying this is that you 
don't want things to fall apart — you're not just trying to 
make him do the work. Don't rush to prove he's 
"useless." First, let him see that the money part has a 
solution. Get the emotions settled first.

U3 User: Take a breather? Every day that pipe leaks is 
another day my mom has to put up with it. If he'd just 
show a little initiative, it wouldn't have dragged on 
this long.

A4 Assistant: Man, your frustration is real — anyone 
would be worried sick for their mom in this situation.
But your brother might have spent his whole life 
avoiding the double whammy of "getting scolded" 
plus "spending money." You've got to stop casting 
him as the villain first. If he could take the initiative, 
that'd be ideal, of course. But right now, slowing 
things down isn't the same as sweeping it under the 
rug. You could try easing the pressure on him first — 
"Let's pause the lecture for now. When your sister 
has some free time, she'll help sort it out." That 
creates some distance. Don't let the emotions 
escalate into an even bigger fight.

U5 User:  Who's going to pay for it? My brother won't 
even spring for a faucet, and I'm just supposed to sit 
here swallowing my anger? Like that's going to help?

Score Range
0-5

Criteria

A1 Accurately Captures the  Emotional Burden: 
Assesses how precisely the response identifies the 
user's sense of being unfairly shouldered with both 
costs and responsibility.

A2 Grasps the Dynamic of Passive Resistance: 
Evaluates how clearly the response recognizes 
the brother's pattern of inaction and its 
frustrating impact on the user.

Score Range
0-5

Criteria

B1 Validates Frustration with Specificity: 
Measures how directly and warmly the response 
acknowledges the user's anger and exhaustion 
tied to the specific unfair distribution.

B2 Conveys a Non-Judgmental and Supportive Tone: 
Gauges the degree of respect, care, and 
emotional safety communicated in the response.

Score Range

0-5

Score Range

0-5

Criteria

C1 Provides Actionable and Practical Solutions: 
Assesses whether the response offers concrete, 
feasible steps that directly address the user's 
financial and relational deadlock.

C2 Empowers the User to Take Control: 
Evaluates how clearly the response frames 
actionable options that reinforce the user's 
agency and capacity to move forward.

Score Range

0-5

Score Range

0-5

Score
4

Cognitive Empathy

A1 Accurately Captures the Emotional Burden: 
[4] Precisely captures the user's frustration with 
the unfair financial and emotional distribution.

A2 Grasps the Dynamic of Passive Resistance: 
[3] Recognizes the brother's pattern of passive 
resistance and its impact.

Score
3

Proactive Empathy

C1 Paces Support by Prioritizing Listening: 
[4] Provides practical, well-tailored solutions 
that directly address the financial and relational 
deadlock.

C2 Offers an Open-Ended and Gentle Invitation: 
[3] Frames suggestions as options for the user to 
consider. 

Score

3

Score
4

Affective Empathy

B1 Validates the Pain of Being Unheard: 
[3] Validates the frustration by linking it to the 
specific situation of unfair responsibility. 

B2 Conveys a Non-Judgmental and Patient Tone: 
[2] Is neutral but doesn't actively create a sense 
of safety.

Score
2

Score
3

Figure 8: Proactive-dominant rubric case.

C.3 PROACTIVE-EMPATHY-DOMINANT CASE

In the proactive-empathy-dominant case (Figure 8), the user is frustrated by a leaking pipe, an un-
responsive brother, and the resulting family burden. Proactive empathy receives the largest weight
(0.45), followed by cognitive empathy (0.30) and affective empathy (0.25), emphasizing concrete
support and user agency. The response proposes a practical path forward and receives criterion
scores of 4 and 3 for cognitive empathy, 3 and 2 for affective empathy, and 4 and 3 for proactive
empathy. The rubric captures both the response’s stronger action orientation and its comparatively
weak emotional validation.

D RUBRIC-DOMINANCE ANALYSIS

To complement the mean-weight analysis in Figure 3, we examine which empathy dimension at-
tains the strict maximum at each dialogue turn. SFT remains almost uniformly cognitive-dominant,
whereas preference RL shifts from affective dominance in early turns toward cognitive dominance
later in the dialogue. We further examine whether this dominance pattern systematically differs
across specific emotional contexts in Figure 9.
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从情感理解到共情对话

谢谢

01

稳健感知
处理模态冲突，降低单模态偏见

02

忠实推理
覆盖真实证据，抑制跨模态幻觉

03

协同决策
融合快思考召回与慢思考精度

04

动态支持
随对话状态调整共情支持重点


